EVTENTUAL FAULT RECOVERY STRATEGIES FOR BYZANTINE FAILURES

BY

ALEXANDER ZAHDEH

THESIS

Submitted in partial fulfillment of the requirements for the degree of Master of Science in Computer Science in the Graduate College of the University of Illinois at Urbana-Champaign, 2015

Urbana, Illinois

Advisor:

Professor Nitin Vaidya
Abstract

Byzantine faults in distributed systems can have very destructive consequences for services built on top of these systems but are not commonly tolerated in production systems due to the overhead and scalability limitations with existing approaches such as Byzantine fault tolerance [1]. This work describes a reactive protocol for recovering from Byzantine failures in replicated state machines. In contrast to traditional Byzantine fault tolerance (BFT), which attempts to mask faults, this protocol is designed to allow faults to be exposed to clients but ensures that no client can fork the state of the system by rolling back faulty updates once they are detected. This ensures that, in spite of Byzantine failures, the system will always converge to a consistent state. The system provides a contract to the client called lapse consistency that bounds the number of inconsistent reads that can be experienced as a result of the rollbacks that it performs. This system extends prior work on Byzantine detection [2] to provide an integrated system that can not only eventually detect, but also respond to Byzantine faults with provable consistency semantics while preserving many of the important properties of Byzantine detection such as scalability, and responsiveness. We evaluate the overhead of a proof of concept implementation of the system.
To Father and Mother.
I would like to thank my parents and my sister who have supported me throughout the process and gave me inspiration and direction. I would also like to thank my adviser Prof. Vaidya for providing valuable discussion and feedback throughout the process. In addition, I would like to thank Lewis Tseng for his valuable feedback and constructive criticism.
# Table of Contents

List of Tables .................................................. vii
List of Figures .................................................. viii
List of Algorithms ............................................. ix

Chapter 1 Introduction ........................................... 1

Chapter 2 Related Work .......................................... 4
  2.1 Byzantine Fault Tolerance ................................... 4
  2.2 Trusted Servers ............................................. 5
  2.3 Corruption Tolerance ....................................... 6

Chapter 3 System Model .......................................... 7
  3.1 Overview .................................................... 7
  3.2 Assumptions ................................................ 7
    3.2.1 Determinism .......................................... 8
    3.2.2 Identity ............................................. 8
    3.2.3 Total Ordering ....................................... 8
  3.3 Byzantine Detector ......................................... 9
    3.3.1 Interface ........................................... 9
    3.3.2 Guarantees .......................................... 9
    3.3.3 Protocol ........................................... 10
  3.4 Failure Scenarios ......................................... 10
    3.4.1 Client .............................................. 11
    3.4.2 Server ............................................. 11

Chapter 4 Core Protocol ......................................... 13
  4.1 Overview .................................................. 13
  4.2 System Architecture ..................................... 13
  4.3 Asynchronous Log Replay .................................. 13
  4.4 Checkpointing ............................................ 14
  4.5 Consistency ............................................... 15
  4.6 Guarantees ................................................ 16
    4.6.1 Completeness ....................................... 16
    4.6.2 Accuracy .......................................... 17
    4.6.3 Consistency ....................................... 17
    4.6.4 Liveness .......................................... 18

Chapter 5 Alternative Approach ................................. 19
  5.1 Redundant Systems ....................................... 19
    5.1.1 Architecture ....................................... 19
    5.1.2 Operation .......................................... 21
    5.1.3 Comparison ........................................ 21
Chapter 6 Implementation ................................................................. 22

Chapter 7 Evaluation ........................................................................ 24
  7.1 Experimental Setup ................................................................. 24
  7.2 Overview .................................................................................. 24
    7.2.1 Latency .............................................................................. 25
    7.2.2 Total Network Usage .......................................................... 26
    7.2.3 Peak Memory Usage ............................................................ 26
  7.3 Payload Size .............................................................................. 28
  7.4 Scalability .................................................................................. 29
    7.4.1 Latency .............................................................................. 29
    7.4.2 Memory Overhead ............................................................... 30
    7.4.3 Total Network Usage Overhead .............................................. 30
  7.5 Fault Tolerance .......................................................................... 32
    7.5.1 Latency .............................................................................. 32
    7.5.2 Memory .............................................................................. 33
    7.5.3 Total Network Usage .......................................................... 35
    7.5.4 Recovery ............................................................................ 35

Chapter 8 Discussion ......................................................................... 40

Chapter 9 Future Work and Conclusions .......................................... 41

Bibliography .................................................................................... 42
## List of Tables

<table>
<thead>
<tr>
<th>Table</th>
<th>Description</th>
<th>Page</th>
</tr>
</thead>
<tbody>
<tr>
<td>7.1</td>
<td>Run parameters for overview experiments</td>
<td>25</td>
</tr>
<tr>
<td>7.2</td>
<td>Parameters for payload size experiment</td>
<td>28</td>
</tr>
<tr>
<td>7.3</td>
<td>Parameters for scalability testing</td>
<td>29</td>
</tr>
<tr>
<td>7.4</td>
<td>Parameters for overall fault tolerance testing</td>
<td>32</td>
</tr>
<tr>
<td>7.5</td>
<td>Parameters for fault tolerance testing under low failure rates</td>
<td>32</td>
</tr>
</tbody>
</table>
List of Figures

1.1 Tradeoffs present in fault tolerant distributed systems. ........................................ 2
3.1 Overview of the system model ................................................. 8
4.1 Recovery architecture of a single replica ............................................. 14
5.1 Architecture of redundant systems approach ........................................... 20
7.1 Overview of latency usage for various run parameter configurations .................. 26
7.2 Overview of total network usage for various run parameter configurations ........ 27
7.3 Overview of memory usage for various run parameter configurations ............... 27
7.4 The effect of payload size on total network usage ....................................... 28
7.5 Latency overhead as a function of the number of replicas ......................... 30
7.6 Peak memory usage overhead as a function of the number of replicas ............. 31
7.7 Total network usage overhead as a function of the number of replicas ............. 31
7.8 The effect of Byzantine failures on latency ......................................... 33
7.9 The effect of a low rate of Byzantine failures on latency ............................... 34
7.10 The effect of Byzantine failures on peak memory usage ............................. 34
7.11 The effect of a low rate of Byzantine failures on peak memory usage .............. 35
7.12 The effect of Byzantine failures on total network usage ............................. 35
7.13 The effect of a low rate of Byzantine failures on total network usage .......... 36
7.14 Number of rollbacks as a function of the rate of Byzantine failures ................... 37
7.15 Number of rollbacks as a function of the rate of Byzantine failures for low failure rates .... 38
7.16 Average rollback time as a function of the rate of Byzantine failures .............. 38
7.17 Average rollback time as a function of the rate of Byzantine failures for low failure rates .................................................. 39
7.18 Cumulative rollback time as a function of the rate of Byzantine failures ......... 39
List of Algorithms

1. On exposure of a faulty update \( m \) at correct node \( i \) .................. 14
2. On discarding of a log entry \( e \) ........................................ 15
Chapter 1

Introduction

With the scale of modern distributed systems, failures have fast become the common case rather than the exception. Large scale deployments of distributed storage systems must tolerate crash failures as a necessity of the scale at which they operate. More malignant types of failures, such as corrupted, malicious, or colluding nodes are not commonly tolerated in these types of systems such as Cassandra [3], HBase [4], Riak [5], and Voldemort [6] due to the large overhead associated with masking such faults. The most general classification of failures in distributed systems, Byzantine failures, incorporates all of these potential failure scenarios. Byzantine fault tolerance [1] (BFT) is a well known algorithm for masking such failures in a replicated state machine. This algorithm requires that every replica verifies its requests with every other replica in the system through a 3-phase protocol. The cost associated with this protocol has proven too high to deploy in production given that these Byzantine failures are relatively rare in practice.

Though Byzantine faults are rare, the consequences they wreak can be devastating. Byzantine failures in even a single node can often lead to what is known as cascading failures, a situation in which a small subset of the nodes in the system cause faults in a large portion of the system due to errors being propagated. Case studies from major outages such as [7], [8], [9], and [10] have shown that cascading failures have been the cause of major outages in large Internet services. These errors are often caused by the large number of bugs present in distributed systems [11]. Distributed systems are notoriously hard to debug and corner cases that rarely come up in practice often go untested. These bugs can lead nodes that are neither compromised nor corrupted to misbehave and propagate faulty updates to the rest of the system. This can cause catastrophic results and lead to extended outages of large portions of the system.

One of the motivations of this work is to address the issue of scalability in tolerating Byzantine faults in distributed systems. [1] describes an impossibility result which states that, to mask $f$ Byzantine failures in a distributed system requires $3f + 1$ servers. This limits the scalability of solutions that attempt to mask Byzantine faults. As opposed to trying to mask or prevent faults in the system, Byzantine detection [2] allows Byzantine faults to occur but provides eventual detection of these faults and guarantees this property even if only a single node in the system is correct. In this way, the system avoids this impossibility result.
by not attempting to mask Byzantine failures proactively but rather to react to and recover from these failures. This provides a much more scalable means of dealing with Byzantine faults. Since the system only guarantees eventual detection, the protocol can run in the background with minimal impact on client latency. Additionally, it provides the property of being able to batch fault checking to periods of lighter system load to optimize for latency over fault tolerance in the common case. The Byzantine detection paper focuses on providing a system that detects faults and although it mentions some potential response strategies, it does not rigorously define or evaluate any of these strategies. Our work investigates this topic further by defining and evaluating a strategy to respond to detected failures. Figure 1.1 shows the tradeoffs present in fault tolerant system design and the potential gains from using our approach.

Though the Byzantine detector is defined to work with any state machine specification, we model our system for simplicity and without loss of generality as a replicated key-value store, in which clients can request either a put which updates the value of a variable, or a get which retrieves the value of a variable. For sake of argument, we also assume that each key is replicated at every node in the system. We define clients to be the entities that issue requests, and servers to be the entities that store keys and respond to requests. Our protocol requires that updates be signed with the private key of the sender, limiting potential client misbehavior only to forking, the scenario in which different updates are sent to different replicas. This scenario is explained further in Section 3.4.1.

This paper defines and evaluates a response strategy to detected failures. The goal of our strategy is to guarantee that, after a fork, our system will always converge to a consistent state through eliminating the
updates that caused the fork from the state of the server. Our system utilizes the Byzantine detector to detect the updates which caused a fork in the system, and defines a checkpoint-rollback strategy to allow replicas to eliminate faulty updates from their state, and allow the system as a whole to converge to a consistent state. Since the state of our system can be rolled back, it is possible for a client to read an older value after having previously read a newer value. We define this as a lapse and provide bounds on the number of lapses that can be experienced by a client through our lapse consistency model.

We evaluate our system to show that it is possible to not only detect but also respond to Byzantine faults in a more scalable manner.
Chapter 2

Related Work

2.1 Byzantine Fault Tolerance

Castro et al. [1] proved in their seminal paper on Byzantine Fault Tolerance the existence of a lower bound of $3f + 1$ on the number of servers required to mask $f$ faults in a distributed system. They also propose a system which implements Byzantine fault tolerance in a more practical manner using the concepts of public key cryptography and digital certificates to authenticate updates in the system. It requires a 3-phase consensus protocol in which every node only commits if it is in agreement with the majority of servers. Our system attempts to address the high overhead and low fraction of fault tolerance of this approach by adopting Byzantine detection, allowing faults to be surfaced to the client, which allows for much reduced latency in the common case where no Byzantine faults are present.

Haeberlen et al. [2], [12] coined the notion of a Byzantine detector, which provides the foundation for this work. The Byzantine detector avoids the hard limits of Byzantine fault tolerance by not attempting to mask faults but rather attempting to detect faults after they occur. The work formalizes detectable failures and detectable ignorance of nodes and provides guarantees that faults will eventually be detected by requiring that all messages be digitally signed and exchanging evidence in the background of normal state machine operation. Since Byzantine detection does not attempt to mask faults, it allows for such optimizations as batching detection and evidence inspection to times of low activity on the system to give customers the best system performance. This flexible approach optimizes for the common case of no Byzantine faults but also provides a warning system if faults do occur. Our work extends the Byzantine detector to formalize and evaluate a method to react to faults and erase faulty updates from the state machine of the servers.

Distler et al. [13] discuss increasing the performance of Byzantine fault tolerant systems through not performing updates on all replicas but rather using a co-located selector component to replicate queries only at a subset of replicas. This method relaxes the consistency of the system while still ensuring Byzantine fault tolerance. Since this approach relies on BFT, it is limited to requiring $3f + 1$ servers to handle $f$ faulty nodes, a limitation not present in our system. Our system is also orthogonal to the specification of the state.
machine and can be used with data at any consistency level.

Mahajan et al. [14] discuss a Byzantine fault tolerant system that minimizes trust assumptions. It only requires that a single node in the system is correct in order to operate correctly. It does this in part through providing a new consistency model, Fork-Join consistency, to handle scenarios when malicious nodes cause a fork in the update history. Our system avoids the need to relax consistency under forks by maintaining checkpoints so that faulty updates in the system will be erased so that the servers converge to a consistent view of the data as if the faulty updates never happened.

Abd-El-Malek et al. [15] discuss an optimistic quorum based Query/Update protocol that provides Byzantine fault tolerance for less drastic performance reductions than other BFT systems. This system is an attempt to address the common case of non malicious failures, but still ends up suffering from the same drawbacks as it uses Byzantine fault tolerance offline, therefore requiring the number of correct nodes to double the number of faulty nodes.

2.2 Trusted Servers

BitTorrent [16] provides reliable storage and distribution of files as long as there is a trusted source to provide the metainfo file which contains the hash of each piece of each file being distributed. If the metainfo file is trusted, clients can reject any piece that does not hash to the same value as specified in the metainfo file. While this is a very efficient and reliable method of distributing files, this method does not apply to our model because we do not vet every update through a trusted server, but rather use trust assumptions only to enforce ordering. Our system is also agnostic to the specification of the state machine, so we do not restrict the distribution format of the protocol as BitTorrent does.

Veronese et al. [17] propose a system which uses trusted components in the system to reduce the required number of servers from $3f + 1$ to $2f + 1$ to tolerate $f$ failures in the system as well as making the system simpler and more efficient. Compared to our system, Efficient Byzantine Fault Tolerance still requires an upper limit on the number of allowable failures since the system since the system is made to mask failures. It also requires a trusted component to maintain state in the system, whereas we only require a trusted component for ordering requests.

Chun et al. [18] explore the concept of a trusted log and relaxes liveness in order to provide safety when the number of faults in a system of $N$ nodes is between $\left\lfloor \frac{N-1}{3} \right\rfloor$ and $2 \left\lfloor \frac{N-1}{3} \right\rfloor$. It also provides an alternative approach that guarantees safety and liveness in the presence of up to half of the nodes in the system behaving arbitrarily faulty. It works by having a trusted computer base that maintains the history
of the system and can only append to its log to make it impossible for an adversary to fork the history of the system. This system is still restricted by hard limits due to attempting to mask Byzantine failures as well as trust assumptions which are not needed in our system except for request ordering.

Zhuo et al. [19] similarly use a write-once trusted table to reduce the overhead of machine fault masking.

Sen et al. [20] propose scalable algorithms for Byzantine fault tolerance with modest trust assumptions on a read-mostly workload. It does this by composing many small replica groups and adding small trusted channels to lessen the impact of Byzantine faulty nodes. By comparison, our system is agnostic to the workload and does not require any trust assumptions apart from request sequencing.

2.3 Corruption Tolerance

Behrens et al. [21] describe a system that handles data corruption without the need for replication, while solving issues that this posed in previous work, namely improving flat state, concurrency, and memory footprint issues.

Ateniese et al. [22] propose an efficient technique for checking if an untrusted server has a copy of the data without retrieving the data. This is a useful primitive in allowing users to audit what is being stored in the cloud on their behalf.
Chapter 3
System Model

3.1 Overview

The system is organized as a replicated key-value store. Our ideas may be applied to any deterministic state machine but we will argue about the properties of the system using a key-value store for concreteness. In a replicated key-value store, each node $i$ implements a key-value store $K_i$ which stores key, value pairs on local storage and responds to two types of requests from other nodes in the system: put requests and get requests. put requests update the value of a key. They are structured as a tuple $(k, v)$ where $k$ represents the key to be updated, and $v$ represents the value to which the corresponding key should be updated. get requests retrieve the value of a variable with a given key $k$.

In our system, each node may act as both a client and a server. It is necessary for the protocol to have clients and servers on the same machine due to the necessity for messages to be tagged with authenticators, a concept that will be addressed in Section 3.3.3. All messages sent are signed with the private key of the sender. Clients contact servers directly and can send individual updates to particular servers. All requests are logged at each server. All requests must also carry a timestamp signed by a trusted sequencer as described further in 3.2.3. For sake of argument, we also assume that each replica in the system replicates exactly the same set of keys. This is necessary for the log exchange that occurs in Byzantine detection described in 3.3.3. Figure 3.1 shows an overview of the system model.

3.2 Assumptions

Our strategy makes 3 key assumptions about the underlying system. Apart from these three assumptions, we allow nodes to fail in any manner including data corruption, malicious behaviour, and malicious collusion. These assumptions are similar to those of the Byzantine detector [2] since our work relies on the detection guarantees presented by the paper.
3.2.1 Determinism

We first require that the protocol in question is deterministic, meaning that the same inputs to the state machine $A_i$ will always produce the same outputs. This is important to allow nodes to be able to perform conformance checks as previously described on the logs of other nodes. If the protocol were not deterministic, conformance checks could fail for correct logs as the same inputs do not necessarily always correspond to the same outputs.

3.2.2 Identity

We also make the assumption that each node has a public/private keypair and a unique identity to use in digitally signing messages and assume that the attacker will not be able to break the cryptographic signatures, meaning that no node can masquerade as another node by signing messages as them.

3.2.3 Total Ordering

Finally, we assume that requests will be totally ordered. For simplicity, we assume a trusted sequencer which can be queried to obtain signed timestamps that can be attached to messages. Clients contact the sequencer to obtain a timestamp signed by the sequencer before sending their requests. Requests with improperly signed
timestamps are dropped and the sender of such requests risks exposure. No traffic is routed through the sequencer, and the sequencer performs no other function except issuing timestamps. This trust assumption is relaxed in the Byzantine detector from [2] through the use of its commitment protocol, a form of consensus that provides the property that the sender of each message obtains verifiable evidence that the receiver logged the transmission. Relaxation of the total ordering constraint is an interesting and important problem but it is outside the scope of this paper and left for future work.

### 3.3 Byzantine Detector

The Byzantine detector [2] is a system that allows Byzantine faults to eventually be detected at every correct node in the system. Since our system assumes the availability of a Byzantine detector, we formalize the description of the detector that is used in our model in this section.

#### 3.3.1 Interface

The Byzantine detector defines two types of failure indications that it may send to the application process.

- \( \text{suspected}_j \) indicates that there is evidence that node \( j \) may be ignoring certain inputs

- \( \text{exposed}_j \) indicates there exists a proof that node \( j \) is faulty

#### 3.3.2 Guarantees

The Byzantine detector [2] defines two classes of faults: detectable faultiness and detectable ignorance. A replica is said to be detectably faulty if either it has sent an invalid message, such as an improperly signed message, or has sent a divergent update. A node is said to be detectably ignorant if it is not detectably faulty and there is evidence that it is ignoring some inputs. The Byzantine detector then provides the following guarantees:

- Eventually, every detectably ignorant node is suspected forever by a correct node

- If a node \( i \) is detectably faulty with respect to a message \( m \), then eventually some faulty accomplice of \( i \) is exposed or forever suspected by every node

- No correct node is forever suspected by a correct node

- No correct node is ever exposed by a correct node
3.3.3 Protocol

The Byzantine detector requires every node in the system to maintain a log of all of the inputs and outputs to its state machine $A_i$. Nodes must frequently publish a signed hash of this log, called an authenticator, to other nodes for verification. Nodes can then forward authenticators to propagate them through the system. Nodes must digitally sign all messages sent and acknowledge all messages received.

Auditing

Each node $i$ can periodically be chosen for an audit by every other node. During the audit, each auditor asks the node for a signed copy of the log up to the point of the previous audit. The auditor can then validate the log against the most current authenticator it has received during the normal operation of the protocol. Should the node $i$ being audited refuse to respond to the audit, it will be suspected by the other nodes in the system.

After verifying the log against the most recent authenticator, the auditor proceeds to check if the log matches all previously received authenticators. This process is called a consistency check. If this fails, the auditor now has a proof that can be used to expose node $i$.

In addition to the consistency check, an auditor may also perform a conformance check. During a conformance check, the auditor creates a local copy of the state machine and applies the input from the log of $i$ to make sure that the inputs in the log of node $i$ actually produce the same outputs.

Evidence

Upon receiving or producing evidence of a faulty update by a node in the system, a correct node can evict the node that originated the update since it is provably faulty. Evidence of faults is propagated by every correct node to all other nodes to ensure that every correct node is able to detect every fault. Each node can then independently verify the evidence based on its log and its history of past authenticators. Since the system only provides eventual guarantees, evidence verification can be batched for times of light system load to optimize for latency in the common case.

3.4 Failure Scenarios

Byzantine failures encompass all possible failures including crashes, data corruption, malicious nodes, and colluding malicious nodes. We enumerate in this section which types of these failures are possible under our system model and assumptions.
3.4.1 Client

Since all requests in the system are signed with a node’s unique private key, many potential failure scenarios involving nodes masquerading as other nodes are impossible in the system under the assumptions outlined in Section 3.2. If a node sends improperly signed data, each correct receiving node will drop the update. This means that the only possible malicious failure scenario, is that of forking.

Forking is a scenario in which a malicious client sends different updates to different replicas. This is possible since clients send updates individually to each server as described in Section 3. This would cause replicas of the same key to hold different values after each replica receives the update. In this situation, the data held at different replicas is inconsistent, and will never converge to a consistent state in the absence of a Byzantine recovery strategy. We define a consistent state to be one in which the values held by all replicas are identical for every key stored. We define a fork to be a state of the system in which all replicas have received all updates, yet there exists a pair of replicas of a key that hold different values. We additionally define a divergent update to be an update that causes a fork in the system. Section 4 describes how our recovery strategy allows the system to recover from a fork.

Since requests in the system are totally ordered, a client may attempt to place an improper sequence number on its update in order to have updates delivered out of order. Our protocol disallows this by requiring that requests be ordered by a trusted sequencer or by consensus as described in Section 3.2.3. Since sequence numbers must be signed by the trusted sequencer, they are unforgeable by malicious processes under the assumptions of Section 3.2.

In absence of forking, which means that clients send properly signed data to all replicas, malicious failures are not possible since any fault would be indistinguishable from a correct update.

3.4.2 Server

There are multiple potential failure scenarios involving the server.

A server may fail to respond to all updates. In this case, it will be indistinguishable from a crashed node, and this failure scenario can be handled using traditional crash tolerance methods, namely replication in our system.

A server may selectively respond to some updates and not respond to other updates. In this case, the server will eventually be suspected forever by some correct node. Since no server state in our key-value store is changed as a result of replies from servers, no rollback is necessary in the case of this failure. Other response strategies including evicting the faulty server can be employed.

A server may send false data in response to a get request. In this case, the Byzantine detector from
Section 3.3 would eventually expose the faulty server since an audit of the faulty server’s log would fail a conformance check. Since this scenario does not impact the stored state of the server, no rollback is necessary as a result of this failure scenario. The faulty server may, however, be evicted as a result of exposure.
Chapter 4

Core Protocol

4.1 Overview

The overall goal of our strategy is to eliminate from the state of every replica all updates that fork the system by rolling back the state of servers to a consistent state before the fork. When an update is exposed as faulty by the Byzantine detector, servers replay all updates from their logs before those updates exposed as faulty by the Byzantine detector. Since every node will detect the faulty update based on the properties of the Byzantine detector described in Section 3.3, the value of a key at every replica will eventually be the same. Our system guarantees that every divergent update will eventually be erased from the state of every server, and that the values held by replicas for each key will eventually converge to a consistent state.

4.2 System Architecture

Each node $i$ in the system implements two key-value stores $A_i$ and $C_i$ in addition to a Byzantine Detector $B_i$ as described in Section 3.3. $A_i$ is the active key-value store that stores the current state of the system and responds to client requests. $C_i$ is a key-value store used for storing a checkpoint of the system which contains old updates whose log entries were discarded. This helps mitigate the cost of rolling back the system in the event of a faulty update being detected. $C_i$ does not respond to client requests and can only be updated by the Byzantine detector when it discards log entries. The motivation and characterization for this approach to checkpointing is described further in Section 4.4. Figure 4.1 gives an overview of the system architecture.

4.3 Asynchronous Log Replay

When an update is exposed by the Byzantine detector, the node $i$ creates a temporary key-value store $T_i$ to facilitate the rollback of system state. $T_i$ is initialized to be a copy of the checkpoint key-value store $C_i$ if it exists. The purpose of the checkpoint and how it is created is described in Section 4.4. The node then starts a separate thread of execution which sequentially applies each update from its log to $T_i$ before the
entry that is exposed as faulty. The server makes $T_i$ its active key-value store once all updates before the divergent update have been replayed from the log. For requests that happen concurrently with rollback, i.e. after the fork, we choose to discard these updates in favor of preserving a correct system state. The reason for choosing this is that there are often dependencies in the pattern of writes to the system, meaning that applications often read state before writing. With this in mind, updates that are dependent on the faulty system state after the fork may not be trustworthy and it would not make sense to apply updates that were potentially conditioned on that faulty state. Algorithm 1 summarizes the rollback procedure.

**Algorithm 1** On exposure of a faulty update $m$ at correct node $i$

1. Create a new state machine instance $T_i$
2. Initialize $T_i$ to $C_i$ if it exists
3. Start a new thread of execution
4. Sequentially replay all updates in the log except for $m$ to $C_i$
5. Replace live state machine $A_i$ with cleansed state machine $T_i$

### 4.4 Checkpointing

Our strategy allows for checkpointing to reduce the number of updates that must be replayed from the log during rollback. Since there is no defined time when a node can positively say that an update in its log is fault-free due to the eventual guarantees provided by the Byzantine detector, a node cannot simply create a
checkpoint of validated updates to which it can roll back. The Byzantine detector [2] allows for discarding log entries older than some time $T_{\text{trunc}}$ to save space on each node. Our system takes advantage of log pruning to provide a point to which the system can roll back. Each discarded log entry is applied to a checkpoint key-value store $C_i$. This checkpoint is used to initialize the state of the temporary state machine $T_i$ during asynchronous rollback as described in 4.3. This provides a way to preserve the state of updates which no longer appear in the log. Algorithm 2 summarizes the checkpointing procedure. This also bounds the number of updates that need to be re-applied upon rollback to the number of updates applied since the last round of pruning.

With respect to storage size, there are two reasons for maintaining a separate key-value store to hold the state of old updates instead of simply maintaining the log entries for those updates. First, storing a separate key-value store means that get requests no longer contribute to storage size since only a flat state is stored. Secondly, put requests for the same variable are flattened to only include the latest value for that variable since the individual requests are no longer stored. These two reasons make the checkpoint more attractive than maintaining complete logs for old updates.

Algorithm 2 On discarding of a log entry $e$

1: Apply the operation specified in $e$ to $C_i$
2: Discard $e$ from the log

4.5 Consistency

Since we are not performing Byzantine fault tolerance, we necessarily have to expose faults to clients to avoid the impossibility result of [1], meaning that clients may observe an inconsistent view of the data. To motivate this, consider a replicated key-value store in which a malicious client attempts to create a fork in the system by requesting that the value of variable $x$ with initial value 0 be updated to 1 on one replica and to 2 on another. In a Byzantine fault tolerant system, this update would not be performed as the replicas would not be able to come to an agreement on the value to which $x$ should be updated. All replicas would still hold the original value of 0 and in this way the fault is masked from clients. However, in the case of a non-Byzantine fault tolerant system, the update would be performed. This means that subsequent reads of $x$ will either return 1 or 2 depending on which replica is accessed and the system can never converge to a consistent state.

Our system guarantees that the system will eventually be able to converge to a consistent state after a fork. This guarantee is formalized in Section 4.6.3. In the previous example, since each node would be able
to expose the divergent update through its Byzantine detector, each node would roll back its state to the
time before the fork, and all replicas of $x$ would converge to a value of 0.

Since the system uses checkpointing to roll back its state to one that existed prior to the fork, a client
issuing a $get$ request may observe an older value than it had previously read on the same object. We call
this a consistency lapse. Our strategy bounds the number of lapses that a client can observe to at most one
consistency lapse per faulty update. We call this guarantee lapse consistency. A client issuing $get$ requests
will observe strong consistency until a Byzantine fault occurs. At this point in time, one of two scenarios
will happen. Either the client receives conflicting replies from the replicas that it queried (an inconsistency),
which would be the case if a divergent update was issued and not yet detected, or the client observes a lapse.
Our system provides that eventually $get$ requests will no longer return inconsistent values, but a client may
observe at most one lapse per faulty update. We prove our consistency guarantees in Section 4.6.3.

4.6 Guarantees

We partition the guarantees of our system into four categories: Completeness, Accuracy, Consistency, and
Liveness.

4.6.1 Completeness

Our system guarantees eventual completeness. That is, every divergent update will eventually be erased
from the state of all correct servers.

Proof

We first note that the Byzantine detector guarantees that if a node $i$ is detectably faulty with respect to a
message $m$, then eventually some faulty accomplice of $i$ is exposed or forever suspected by every node.

In the case of a divergent update $m$, the client $i$ issuing the update is detectably faulty with respect to $m
since $i$ signs both versions of the update and each version has the same unforgeable timestamp. These two
updates form a proof of the faultiness of $i$ which will be exposed during the authenticator exchange between
the two nodes receiving the different versions of the update. Since $i$ sends its messages directly to the other
replicas, there are no accomplices in this case, meaning $i$ itself will be exposed.

When $i$ is exposed, this exposure will contain a signed log whose hash does not match a previously
received authenticator. This proof will be spread to all replicas, and eventually the Byzantine detector of
each replica will expose $i$ and subsequently roll back its state to its state before applying $m$. Since $m$ will
eventually be exposed at every correct server, and every exposure leads to a rollback that eliminates $m$ from its state, $m$ will eventually be erased from all servers.

■

4.6.2 Accuracy

Our system guarantees that no correct update will be erased from the state of any correct server.

Proof

Since the Byzantine detector as described in 3.3 guarantees that no correct node will be exposed, and that rollback only occurs on exposure of a faulty update, no rollback will occur for a correct update. Therefore, a correct update cannot be erased from the state of a correct server. ■

4.6.3 Consistency

In this section, we will prove the following claims:

1. Eventually after a fork, get requests will receive consistent replies from all correct replicas

2. A client may observe at most one consistency lapse per faulty update

Proof

For claim 1, we utilize the fact that the system provides eventual completeness as proven in Section 4.6.1. This means that every correct node will eventually erase from its state the effects of every divergent update. Therefore, the state of every correct node will eventually reflect only correct updates. Since requests are totally ordered, all servers will have processed the same set of put requests before processing a get request. This means that every correct server responding to a get request has processed the same set of correct put requests. Therefore, eventually all correct servers responding to a get request will respond with the same value. ■

For claim 2, let us denote the order of read operations on an object $o$ at a client $c$ as a sequence $r^c_1(o), r^c_2(o), ..., r^c_n(o)$ where $r^c_i(o)$ is the $i$th read operation performed at $c$ on $o$. Let $t(r^c_i(o))$ denote the timestamp of the $i$th read operation at $c$ on $o$. Formally, we define a consistency lapse as a set of read operations $r^c_i(o)$, and $r^c_j(o)$ where $j > i$ such that $t(r^c_j(o)) < t(r^c_i(o))$. For purposes of demonstration, suppose the contrary. That is, suppose that the client observes $l > 1$ consistency lapses for a single faulty update. This means that, in a set of $l$ read operations $r^c_{i_1}(o), r^c_{i_2}(o), ..., r^c_{i_l}(o)$ where $i_1 > 0$ and $i_1 > i_{i-1} > ... > i_2 > i_1$
such that \( t(r^e_{ci}(o)) < t(r^e_{ci-1}(o)), t(r^e_{ci-1}(o)) < t(r^e_{ci-1-1}(o)), \ldots, t(r^e_{ci}(o)) < t(r^e_{ci-1}(o)) \). The client can observe \( t(r^e_{cj}(o)) < t(r^e_{ci}(o)) \) where \( j > i \) only if the system has rolled back due to a faulty update since servers support no other operation to eliminate an update that it has previously seen. This means, to observe \( t(r^e_{ci}(o)) < t(r^e_{ci-1}(o)), t(r^e_{ci-1}(o)) < t(r^e_{ci-1-1}(o)), \ldots, t(r^e_{ci}(o)) < t(r^e_{ci-1}(o)) \), the system must have rolled back \( l \) times for a single faulty update. This is impossible since each replica rolls back only after verifying a new piece of evidence of the exposure of an update which occurs at most once per faulty update. We have arrived at a contradiction and shown that a client may observe at most one consistency lapse per faulty update. ■

### 4.6.4 Liveness

There is no deadlock possible with our strategy.

**Proof**

The necessary conditions for deadlock are as follows:

1. Mutual exclusion
2. Hold and wait
3. No preemption
4. Circular Wait

We argue that our system violates condition 2, making deadlock impossible. Since rollbacks happen in a separate thread of execution, the active key-value store at a node can continue servicing requests the entire time without waiting. Since the log is shared between the active state machine and the state machine which is rolling back, we use mutual exclusion to synchronize access to the log. The only work that is done while the lock is held is to either append an element to the log or read an element from the log and release the lock. Since there is no hold and wait in our system, this violates one of the necessary conditions for deadlock, making deadlock impossible in our strategy. ■
Chapter 5

Alternative Approach

The approach presented in the previous chapter offers recovery from Byzantine failures using a Byzantine
detector [2]. In this section, we explore an alternative approach and contrast the tradeoffs of this approach
with the approach mentioned in the previous chapter.

5.1 Redundant Systems

Instead of requiring servers to implement a Byzantine detector, this approach requires two separate sets of
servers to replicate keys. One set of servers admits requests from clients using traditional crash fault tolerant
(CFT) consensus to order requests, while a separate set of servers running in parallel runs Byzantine fault
tolerant (BFT) consensus. This system optimizes for performance in the common case of no Byzantine
failures by only requiring the client to wait for responses from the crash tolerant cluster but also provides
the property that any fault can eventually be recovered from since there always exists servers which hold
the correct state.

5.1.1 Architecture

The system is organized in a client-server model. Clients issue requests to a set of servers which run crash
tolerant consensus. This could be implemented either by the client contacting a leader of the crash tolerant
group or contacting each of the individual servers directly. Servers implement a key-value store as described
in Section 3. Servers in the CFT system forward all received requests and their responses to the Byzantine
fault tolerant cluster. Clients forward received responses to the Byzantine fault tolerant servers. There
are $3f + 1$ nodes in the Byzantine fault tolerance cluster, in order to tolerate up to $f$ Byzantine failures.
The Byzantine fault tolerant servers will always maintain a correct system state to which the crash tolerant
servers can reset in case of failure.
Figure 5.1: Architecture of redundant systems approach
5.1.2 Operation

A client issues either a put or get request to the servers in the crash tolerant cluster. The crash tolerant cluster uses consensus to assign a timestamp to the request, applies the request in order, and replies to the client. A client issuing a get request may either wait for a single reply to optimize for speed, or wait for $f + 1$ matching replies to be guaranteed that the reply reflects the current state at least one correct server. This state may or may not be faulty depending on how frequently servers in the crash tolerant cluster exchange their state with the Byzantine fault tolerant cluster. The CFT servers forward both the requests they receive and the responses they issue to the Byzantine fault tolerant cluster along with the order in which the requests were applied. Clients forward received replies to the Byzantine fault tolerant cluster. Upon receiving the requests and their order, the Byzantine fault tolerant cluster can then apply the request in a Byzantine fault tolerant manner.

The set of nodes running the crash tolerant version of the state machine can fail over to the state of the Byzantine fault tolerant set of nodes to recover from any Byzantine failure that occurs in the system. Servers can achieve this by querying the Byzantine fault tolerant cluster about the value of each stored key. Since there can be up to $f$ faulty nodes in each cluster, each server would need to collect $2f + 1$ replies from the Byzantine fault tolerant cluster about the value of each key. Once these replies have been collected, the value agreed upon by at least $f + 1$ servers is guaranteed to be the correct value and the server can repair its state using that value.

5.1.3 Comparison

Since the normal operation of requests is unhindered by the system as opposed to each node having to implement a Byzantine detector, this approach provides less latency for clients in the common case. This system, however, is quite expensive compared with the checkpointing approach described in Chapter 4 due to the need for the more servers than the checkpointing approach.
Chapter 6

Implementation

We implemented the system in C++ using ZeroMQ to handle message queues and protocol buffers as the wire format for all communications. We use libgcrypt for all cryptographic functions which includes hashing and signing data. We use RSA for our public key cryptography scheme. Each server has a unique id number and a unique public-private key pair. The public keys are known to all replicas while private keys are available only to the servers that originally generated them. All messages include a digital signature signed with the private key, an authenticator which is a signed sha256 hash of the log that each replica maintains, as well as the id number of the requesting server so that the receiving server knows which public key to use to verify the message. Each server also acts as a client, and can issue requests signed with the same private key that it uses to sign responses.

Our implementation simulates the rollback approach mentioned in Chapter 4 without the checkpointing optimization. Every time rollback occurs, the log must be replayed from the beginning to roll back the system to the correct state. From the byzantine detector, our simulation supports authenticator propagation, histories of past authenticators, auditing, and evidence verification. For the purposes of our experiments we seek to isolate the overhead of the rollback strategy, so we simulate immediate detection of faulty updates by implementing a malicious client that simply attaches improperly signed authenticators to its messages based on a failure probability, which allows each node to instantly detect the Byzantine fault.

We implement a replicated key-value store as described in Chapter 3. We use a hash map at each replica to associate keys with values. The key value store supports two operations: \texttt{put(key, value)} which inserts the provided key into the store with the provided value as well as \texttt{get(key)} which returns the value associated with the key. Our system replicates data at all servers present in the configuration. This is not necessary for our protocol, but it simplifies the system model and makes it easier to reason about our results.

Each node responds to three types of requests: \texttt{put} requests, \texttt{get} requests, and \texttt{audit} requests. \texttt{put} requests contain the name of the key as well as the value to which the key should be set. After verifying a \texttt{put} request, each replica applies it to its local key value store, and replies to the client with a simple acknowledgement. \texttt{get} requests contain the name of a variable. Replicas respond to \texttt{get} requests with the
value of the variable in their local key value store. Audit requests contain an upper and lower timestamp, and replicas reply to these requests by sending all log entries whose timestamp falls between these two entries.
Chapter 7

Evaluation

We evaluate our system to show the overhead of our approach and argue that the system still preserves scalability and responsiveness while tolerating Byzantine faults.

7.1 Experimental Setup

For our evaluation, we use up to 9 instances of Digital Ocean [23] servers in the NY2 region, each with 512MB of RAM, 20GB of disk space, and a single CPU. Each server runs an instance of the protocol and the daemon is built and deployed through scripts using ssh. Each server generates traces in JSON format of all messages sent and received as well as peak memory usage. These traces are copied to a local drive where they are then aggregated and analyzed through a separate suite of custom programs.

For each of the experiments, there is a single client issuing a sequence of put requests one after the other without waiting for replies. This client is connected to other nodes in the system whose servers process requests and reply to the requesting node. All request times and corresponding reply times are traced in order to measure request latency. Since each request gets sent to each of the replicas in the system, we measure latency as the time of the last received reply minus the time of the first request issued. We additionally measure peak memory usage at each node and total network usage of the experiment. Our experiments were each run with a single repetition except for the low failure rate tests which were done with three repetitions.

7.2 Overview

Overviews of the various runs for extreme cases (highest and lowest parameter values) are shown in in figures 7.3, 7.1, and 7.2. faultRate represents the probability of a Byzantine failure occurring for a given request as described in Section 7.1.

We model a Byzantine failure in our experiments as an improperly signed authenticator, allowing each node in the system to immediately recognize the update as faulty. This means that we make the assumption
that detection is immediate.

\textit{numRequests} represents the number of requests issued by a single client in the experiment. \textit{payloadSize} is the number of characters in the value field of each put request. \textit{numReplicas} represents the number of replicas used in the experiment. We abbreviate our model as BFR for Byzantine Fault Recovery and compare it against the normal implementation which has neither Byzantine detection nor recovery capabilities and hold all other parameters the same. The parameters of our overview experiments are shown in Table 7.1. These measurements give a good idea of which variables have the most effect on each of the metrics we studied: latency, total network usage, and peak memory usage. Latency is measured as the time between the client request, and the receipt of the last reply from the set of replicas. Total network usage is the sum of sizes of every message sent in the system over an entire run of the experiment. Peak memory usage represents the most memory used at any point in time during a run of an experiment.

To measure overhead in our experiments, we run each experiment using both the normal implementation and the BFR implementation. We then divide the outcome of the BFR experiment by the outcome of the normal experiment. We then multiply by 100 and subtract 100 to compute the percentage overhead. This means that if a system were compared with itself, it would have 0% overhead. This provides us with a normalized figure of how much our system impacts the overhead of each of these metrics.

Table 7.1: Run parameters for overview experiments

<table>
<thead>
<tr>
<th>numRequests</th>
<th>payloadSize (# of characters)</th>
<th>numReplicas</th>
<th>faultRate</th>
</tr>
</thead>
<tbody>
<tr>
<td>100</td>
<td>1</td>
<td>9</td>
<td>0</td>
</tr>
<tr>
<td>100</td>
<td>1</td>
<td>2</td>
<td>0</td>
</tr>
<tr>
<td>100</td>
<td>10000</td>
<td>9</td>
<td>0</td>
</tr>
<tr>
<td>100</td>
<td>10000</td>
<td>2</td>
<td>0</td>
</tr>
<tr>
<td>100</td>
<td>1</td>
<td>9</td>
<td>0.9</td>
</tr>
<tr>
<td>100</td>
<td>1</td>
<td>2</td>
<td>0.9</td>
</tr>
<tr>
<td>100</td>
<td>10000</td>
<td>9</td>
<td>0.9</td>
</tr>
<tr>
<td>100</td>
<td>10000</td>
<td>2</td>
<td>0.9</td>
</tr>
</tbody>
</table>

7.2.1 Latency

Figure 7.1 shows the effects of fault rate, number of replicas, and payload size on the average request latency. We find that the number of replicas has the biggest effect on latency since the client waits for the slowest replica for each request. This is evaluated further in 7.4.1. Increasing the fault rate surprisingly decreases the average latency in the system for a variety of reasons described in section 7.5.1.
7.2.2 Total Network Usage

As is visible in Figure 7.2, the two variables with the largest impact on total network usage are the size of the payload in each request, and the number of replicas in the system. As the number of replicas increases, requests need to be sent to each of these replicas, which consumes a proportional amount of network bandwidth. Similarly, as payload size increases, each request becomes larger and therefore consumes more network bandwidth. This is described further in section 7.4.3. Introducing Byzantine failures into the system causes total network usage to increase due to replicas having to forward evidence to the other replicas in the system. However, due to replicas not replying to faulty updates, the network usage is much reduced compared to the no failure case. This is described in more detail in section 7.5.3.

7.2.3 Peak Memory Usage

Figure 7.3 shows that the number of replicas has the biggest effect on peak memory usage. This is primarily because each node has to store authenticators received by all other replicas, which consumes memory proportional to the number of replicas in the system. This is described further in secton 7.4.2. The failure rate in the system is inversely proportional to the peak memory usage because the system rolls back after each faulty update, meaning that it only has to store the correct updates. This means that as the failure rate increases, less updates need to be stored. This is described further in section 7.5.2.
Figure 7.2: Overview of total network usage for various run parameter configurations

Figure 7.3: Overview of memory usage for various run parameter configurations
### 7.3 Payload Size

Our first observation is that while the network usage increases with the payload size, the total network usage overhead of our protocol diminishes as the size of each payload increases. We observe a high network usage overhead at small payload sizes since the size of the digital signature dominates the size of the request. However, as the size of requests increase, the overhead of our protocol diminishes as digital signatures no longer dominate the size of the request. From this we conclude that, from a network usage standpoint, our protocol requires less overhead for larger request sizes and more overhead for smaller request sizes. A potential solution to improve overhead of small requests is to batch small requests, but batching is not addressed in our work.

<table>
<thead>
<tr>
<th>numRequests</th>
<th>payloadSize (# of characters)</th>
<th>numReplicas</th>
<th>faultRate</th>
</tr>
</thead>
<tbody>
<tr>
<td>100</td>
<td>1</td>
<td>2</td>
<td>0</td>
</tr>
<tr>
<td>100</td>
<td>10</td>
<td>2</td>
<td>0</td>
</tr>
<tr>
<td>100</td>
<td>100</td>
<td>2</td>
<td>0</td>
</tr>
<tr>
<td>100</td>
<td>1000</td>
<td>2</td>
<td>0</td>
</tr>
<tr>
<td>100</td>
<td>10000</td>
<td>2</td>
<td>0</td>
</tr>
</tbody>
</table>

**Table 7.2: Parameters for payload size experiment**

![Image of Figure 7.4](image)

**Figure 7.4: The effect of payload size on total network usage**
7.4 Scalability

We next evaluate the scalability of our approach by tracking the overhead for various metrics while varying the number of replicas in the system. As in previous experiments, overhead is measured by dividing the result of each run with byzantine recovery turned on by the corresponding result of running the non-Byzantine version of the system. This normalizes the data to isolate only the additional overhead of running Byzantine recovery over a non-Byzantine implementation. In each of the following experiments, the payload size was fixed to 10000 characters and no Byzantine faults were introduced into the system.

Table 7.3: Parameters for scalability testing

<table>
<thead>
<tr>
<th>numRequests</th>
<th>payloadSize (# of characters)</th>
<th>numReplicas</th>
<th>faultRate</th>
</tr>
</thead>
<tbody>
<tr>
<td>100</td>
<td>10000</td>
<td>2</td>
<td>0</td>
</tr>
<tr>
<td>100</td>
<td>10000</td>
<td>3</td>
<td>0</td>
</tr>
<tr>
<td>100</td>
<td>10000</td>
<td>4</td>
<td>0</td>
</tr>
<tr>
<td>100</td>
<td>10000</td>
<td>5</td>
<td>0</td>
</tr>
<tr>
<td>100</td>
<td>10000</td>
<td>6</td>
<td>0</td>
</tr>
<tr>
<td>100</td>
<td>10000</td>
<td>7</td>
<td>0</td>
</tr>
<tr>
<td>100</td>
<td>10000</td>
<td>8</td>
<td>0</td>
</tr>
<tr>
<td>100</td>
<td>10000</td>
<td>9</td>
<td>0</td>
</tr>
</tbody>
</table>

7.4.1 Latency

Figure 7.5 evaluates the latency overhead as a function of the number of replicas in the system. As can be seen, although the latency overhead is a high constant, the latency overhead tends to not be affected by the number of replicas in the system. Since digital signature computation is the operation that affects latency the most in the BFR system, and this computation is done in parallel at every server processing a request, the overhead of latency is constant when compared with the normal implementation. In addition, the actual latency of both implementations increases linearly with the number of replicas in the system since clients wait for replies from all replicas and is therefore limited by the speed of the slowest replica.

The largest component of the latency overhead is the necessity to compute digital signatures for every request in addition to the high amount of background authenticator traffic that is present in the system that can hold up message queues. The rate of authenticator traffic can be mitigated by reducing the rate at which authenticators are broadcast or even batching all authenticator propagation and evidence checking to times of low load on the system which would leave only the cost of computing authenticators on outgoing messages to account for the added latency.
7.4.2 Memory Overhead

As shown in Figure 7.6, the memory overhead shows slow linear growth as the number of replicas in the system is increased. This is due to the need to store past authenticators in order to achieve Byzantine detection. Authenticators are produced with every request by every node in the system. Storing authenticators is important for Byzantine detection in being able to expose a node based on the history of updates they sent. In addition, the peak memory usage of both implementations also grows linearly as, in both cases, each replica must log every request made to the system as well as store keys and values in its local hash map. Each replica must also store membership information about the other replicas in the system to be able to connect to them, which increases proportionally to the number of nodes in the system.

7.4.3 Total Network Usage Overhead

Figure 7.7 shows that the total network usage overhead of the protocol is unaffected by the number of nodes in the system. This shows that Byzantine fault recovery incurs only a constant level of overhead in terms of network usage that does not increase with the number of nodes. This is due to the fact that the only extra network bandwidth used by the system in non-failure scenarios is the extra space required for the digital signatures and authenticators on each message sent.
Figure 7.6: Peak memory usage overhead as a function of the number of replicas

Figure 7.7: Total network usage overhead as a function of the number of replicas
7.5 Fault Tolerance

To show the performance of our protocol, it is important for us to evaluate the system’s overhead during failure scenarios. Each of the following experiments was run with a failure rate, which is a probability from 0 to 1 which represents how likely a node is to send an invalid authenticator with each request, from which each replica can independently detect and recover. We evaluate the system by varying this failure rate and reporting five metrics: latency, memory, and total network usage overhead which were studied in the scalability section during the no failure case, as well as the number and duration of rollbacks that occur due to Byzantine faults. We run two sets of experiments one with a widely varying failure rate to show the overall, and one focusing specifically on smaller failure rates, to model the property that Byzantine failures are often rare in practice.

Table 7.4: Parameters for overall fault tolerance testing

<table>
<thead>
<tr>
<th>numRequests</th>
<th>payloadSize (# of characters)</th>
<th>numReplicas</th>
<th>failureRate</th>
</tr>
</thead>
<tbody>
<tr>
<td>100</td>
<td>10000</td>
<td>5</td>
<td>0</td>
</tr>
<tr>
<td>100</td>
<td>10000</td>
<td>5</td>
<td>0.1</td>
</tr>
<tr>
<td>100</td>
<td>10000</td>
<td>5</td>
<td>0.2</td>
</tr>
<tr>
<td>100</td>
<td>10000</td>
<td>5</td>
<td>0.3</td>
</tr>
<tr>
<td>100</td>
<td>10000</td>
<td>5</td>
<td>0.4</td>
</tr>
<tr>
<td>100</td>
<td>10000</td>
<td>5</td>
<td>0.5</td>
</tr>
<tr>
<td>100</td>
<td>10000</td>
<td>5</td>
<td>0.6</td>
</tr>
<tr>
<td>100</td>
<td>10000</td>
<td>5</td>
<td>0.7</td>
</tr>
<tr>
<td>100</td>
<td>10000</td>
<td>5</td>
<td>0.8</td>
</tr>
<tr>
<td>100</td>
<td>10000</td>
<td>5</td>
<td>0.9</td>
</tr>
</tbody>
</table>

Table 7.5: Parameters for fault tolerance testing under low failure rates

<table>
<thead>
<tr>
<th>numRequests</th>
<th>payloadSize (# of characters)</th>
<th>numReplicas</th>
<th>failureRate</th>
</tr>
</thead>
<tbody>
<tr>
<td>10000</td>
<td>100</td>
<td>4</td>
<td>0</td>
</tr>
<tr>
<td>10000</td>
<td>100</td>
<td>4</td>
<td>0.0001</td>
</tr>
<tr>
<td>10000</td>
<td>100</td>
<td>4</td>
<td>0.001</td>
</tr>
<tr>
<td>10000</td>
<td>100</td>
<td>4</td>
<td>0.01</td>
</tr>
<tr>
<td>10000</td>
<td>100</td>
<td>4</td>
<td>0.1</td>
</tr>
</tbody>
</table>

7.5.1 Latency

Figure 7.8 shows the effect of Byzantine failures on latency in the system. This was a surprising and unexpected result but can be attributed to a variety of reasons. The biggest reason that latency decreases as failure rate increases is that there is less network congestion due to message replies since nodes do not
reply to faulty updates. This, in turn, means that there are less messages in message queues to handle replies, so there is a greater chance that an actual request will be processed immediately. Additionally, since replicas store fewer keys under high failure rates due to repeated rollback, there are fewer entries in the local key-value store, meaning less chance for collisions in the hash table which leads to faster lookup times. Since the normal implementation does not react to Byzantine failures, it continues to amass all of the previous updates it has seen, which increases latency in a slow linear growth for the reasons mentioned previously. This leads to a convergence of latency performance across the two implementations, meaning that overhead is greatly decreased as the failure rate increases. Figure 7.9 which examines latency over lower failure rates shows a similar trend.

![Figure 7.8: The effect of Byzantine failures on latency](image)

### 7.5.2 Memory

Figure 7.10 shows the effect of Byzantine failures on peak memory usage in the system. The reason that the peak memory usage goes down as the failure rate increases is that, since the system rolls back all faulty updates, the higher percentage of faulty updates means the lower number of updates that remain on the server at any one time, leading to smaller memory footprints for higher failure rates as compared to the non-Byzantine implementation which cannot detect or recover from the Byzantine failures and has to store all previously seen updates. Figure 7.11 shows a similar trend for the effects on peak memory usage for much lower failure rates.
Figure 7.9: The effect of a low rate of Byzantine failures on latency

Figure 7.10: The effect of Byzantine failures on peak memory usage
7.5.3 Total Network Usage

Figure 7.12 shows the effect of Byzantine failures on total network usage. Since the normal implementation cannot react to Byzantine failures, its network usage is unaffected by their presence, since all of the same messages will be sent regardless of how many failures occur. However, the total network usage of the BFR implementation goes up with the number of Byzantine failures since correct nodes are required to spread around evidence of failures to their neighbors. Even in the extreme case of 90% rate of Byzantine failures, the network usage overhead is still a small linear factor (around 2.8x) compared to the normal implementation. In the case of low failure rates, as shown in Figure 7.13, a similar trend can be seen.

7.5.4 Recovery

Frequency of Rollbacks

Figure 7.14 shows the number of rollbacks as a function of the rate of Byzantine failures in the system. Rollbacks in the system occur as soon as a Byzantine fault is detected. In our implementation, as described in 7.1, each Byzantine failure is immediately detected by each node. As soon as the failure is detected, the system rolls back to the correct state before the fork. As expected, the number of rollbacks increases proportionally to the rate of Byzantine failures since each new Byzantine failure causes a separate rollback in the system. The growth of this quantity could be curtailed in practice by utilizing batching, the optimization mentioned in [2] which allows delaying evidence verification for times of low system load. This delayed
Figure 7.12: The effect of Byzantine failures on total network usage

Figure 7.13: The effect of a low rate of Byzantine failures on total network usage
checking would allow a single rollback to eliminate multiple Byzantine failures from the system state. As can be seen in Figure 7.15, in the low failure rate experiment also, the number of rollbacks follows a similar trend.

Figure 7.14: Number of rollbacks as a function of the rate of Byzantine failures

**Rollback Duration**

Figure 7.16 shows the effect of the failure rate on the duration of rollbacks. The average rollback time is inversely related to the failure rate. The reason for this is that when failures are more common, each rollback involves less updates due to the fact that every faulty update is rolled back from the system. This shows that although rollbacks are more common in the case of high failure rates, they also occur with shorter duration which means that the overall time spent performing rollback is relatively constant as the failure rate increases as shown in Figure 7.18. The results of the low failure experiments show a similar trend and can be seen in Figure 7.17.
Figure 7.15: Number of rollbacks as a function of the rate of Byzantine failures for low failure rates

Figure 7.16: Average rollback time as a function of the rate of Byzantine failures
Figure 7.17: Average rollback time as a function of the rate of Byzantine failures for low failure rates

Figure 7.18: Cumulative rollback time as a function of the rate of Byzantine failures
Chapter 8

Discussion

The motivation for this work was to design a system that allowed for applying updates immediately with minimal effect on latency, and then checking for Byzantine faults offline. This was motivated by the idea that Byzantine faults are rare in practice but it might be interesting to provide some eventual guarantees for recovery. Through exploring the related work for Byzantine fault tolerance, many common themes arose, namely the server limitation of Byzantine fault tolerance due to its agreement based protocol. It was not clear how this algorithm could be modified to achieve scalability or responsiveness. Our initial approach was a simple optimistic protocol that committed updates immediately but performed the practical Byzantine fault tolerance protocol [1] in the background. The problem with this approach was that it inherently had the scalability limitations present in Byzantine Fault Tolerance protocol as well as the high network and memory overhead associated with these sorts of agreement protocols.

A major influence on our work was the previous work on the Byzantine Detector [2], which provided many of the guarantees that we were looking for: the ability to eventually detect Byzantine faults with out having to run an online agreement protocol, as well as the nice property of scalability. Since we not only wanted detection of Byzantine faults, but also recovery, this became the focus of our work. This work shows that it is possible to have a system with strong fault tolerance guarantees without sacrificing scalability. The system, however, does not attempt to mask faults as faults can be exposed to the client through lapse consistency. The fault tolerance of this system can be thought of as an eventual guarantee, similar in concept to that of eventual consistency. As these faults are rare in practice, we modeled our system to make sure that performance and consistency is maximized in the common case with no Byzantine faults. If adopted in practice, this system could act as a safety net for Byzantine faults and provide an extra layer of security to applications that currently eschew these guarantees in favor of scalability and performance.
Chapter 9

Future Work and Conclusions

There are many aspects of this paper that deserve a more thorough exploration in future work. One important area would be to consider the interface of the system more in depth. A production ready system requires a configurable interface that allows users to specify their state machine in an imperative or declarative manner instead of having to edit the source code of the application. This would be important for this system to see any adoption in industry.

This thesis covered checkpointing and recovery as a strategy to respond to Byzantine detection, however there are many more avenues for research in this area including providing user alerts, visualizations, policy control, etc.

Our protocol requires total ordering for authenticators to be a valid method of verifying and auditing other nodes. One interesting area of future research would be whether this constraint could be relaxed to weaker orderings such as FIFO or causal ordering which would be more common in eventually consistent systems.

Adaptive optimization would also be a very interesting research topic in this area. Since the batching optimization would allow for nodes to delay evidence checking, this parameter could be automatically adjusted to reflect the current failure rate of the system or to reflect day night cycles and be sensitive to changes in system load.

This work has demonstrated various approaches to recovering from Byzantine failures in a distributed system using Byzantine fault detection. With the threat of cascading failures that can bring down entire clusters due to misconfiguration and software bugs, the need to respond to Byzantine failures is becoming increasingly important. This work provides a solution that does not require the system to choose between scalability and fault tolerance. We have demonstrated that the system provides the ability to react to Byzantine faults when they occur while minimizing the overhead and maximizing the consistency guarantees of the approach during the normal case when Byzantine faults do not occur. We have also shown the scalability of the approach both in Byzantine failure and non failure scenarios.
Bibliography


